LECTURE 5 - ML MATH I - SEPTEMBER 30

From Prediction Error to Parameter Sensitivity
How Does an Error Reach the Parameters?

task space R?2

forward

f A
X L
=8 L
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aL/90 = ? prad

td
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n _——’
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Cd

g=fo(z), L=3lg-y>

z, ¢ the input and the parameters ‘ What does L do if a parameter moves?
y* fixed target, not differentiated

L one number, not a vector
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RECALL

From Prediction Error to Parameter Sensitivity
What We Already Know, and What We Need Next

output space R2 joint space - task space parameter space R2

Col(A)

r=>b— Ax Ap ~ J(q) Aq AL ~ VL' Az

r aprojection's exact leftover J(q) joint change to tip change

VL one number per parameter  ~ first order, small steps only

Backprop produces V L. Moving the parameters is a separate job.
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From Prediction Error to Parameter Sensitivity
Which Small Move Reduces the Error?

, level sets of L
L = 3(z1 + 2z3 — 3)%, now at z = (0, 0). Which step of parameter space R X

length ¢ = 0.1 lowers L the most?

(&) (&, 0)
(0, €)
(©) (~¢, 0)
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DEFINITION

From Prediction Error to Parameter Sensitivity

A Loss Turns Many Errors into One Number

output space R2 loss

y L=Y2(1+4)

e12 =1 ez? =

<>
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— 5 * 1 2 1. T _ _ 1
e=y9y—-Yv, L=jlelz=3ee=3
e € R™ prediction minus target

L € R one number, and never negative

1 convenience: it moves values, not minimisers

WORKED EXAMPLE
e=(1,-2): L =2(1* 4+ 2?) = 2.5.

Lecture 3 measured r = y* — ¢, S0 e = —r.
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From Prediction Error to Parameter Sensitivity
Scalar, Vector, or Matrix?

zcR3, W cR¥S3, =Wz, L= %Hg — y*||2. What given X W y*
shapes are L, V,L and Vy L?

(A) 1,3x1,2x3
(B) 2x1,3x1,3x2 3x1
@ 1,1 x3,3x2
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ROADMAP

From Prediction Error to Parameter Sensitivity
One Question, Three Ways to Check the Answer

values go forward
- - - - 1. Local slopes, gradients, Jacobians
X Z y L
2. The chain rule, in both directions
— - - —__-- - —__-- - —__-- - 3. Differentials for vectors and matrices

sensitivity of L comes back
4. Graphs, then a whole small network

— avalue, carried forward One derivative, three checks: a tensor program,

— asmall change we make autograd, a finite difference.

-¢— how L reacts: a derivative
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DEFINITION

Derivatives as Local Linear Models
A Derivative Is a Local Slope

3] — f(x) = x2 /
— tangent at x =1 2
—_— h h i v / T f(w T h) o f(w)
secant through two points : act}ll/ f (CI?) — }ng(l) h

F@ -+ k) = £(z) + £ @)h + ol hl)

f differentiable at the expansion point

h asmall step, either sign

H _ h | f'(z) the slope at the expansion point
expand here . )
//' o(|h|) the rest: divided by |h|, it tends to 0
> -7 T T
1 1.5 X
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Derivatives as Local Linear Models
Does the Tangent Prediction Become Exact?

f(z) = % at z = 1. The tangent predicts 1 + 2h;

. 5 . a step you can see the same scale, a smaller step
the curve gives (1 + h)“. How does actual minus
predicted behave?
() like h
2 2
like h?
@ zero for every h
1 14 :
h =0.b h=20.1
x =1 x =1
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L = Lz(Xl + 2X2 - 3)?2

DERIVATION

Derivatives as Local Linear Models
Partial Derivatives Hold Other Coordinates Fixed

step h in xa step h in x:
X2 heldlfixed X1 heldlfixed

ls+9) -1 =55+ 16
s x1 + 2x5 — 3, the value inside
d = As the change the step makes in s
first-order term sd;it vanishes when s =20
Stephinzi: 9 = h,so0 0, L =
Step h in x2: § = 2h, so 0, L = 2s.
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L = Lz(Xl + 2X2 - 3)?2

Derivatives as Local Linear Models
Which Coordinate Has Greater Local Sensitivity?

Atz = (0,0), whatis VL = (0, L, 32L)T? slice along x1 slice along x:
L L
(&) (-3,-6)
(-8,-3)
(© (3,6)
h h
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L =3%(x1 + 2x2 - 3)2

DERIVATION

Derivatives as Local Linear Models
The Gradient Predicts a Small Loss Change

the loss and its tangent plane lose up: one small step

~5eas dL = VL(z)'dz
L(z 4+ Az) ~ L(z) + VL(z)" Az

b=

VL(z) partials at z

dL loss change predicted by the linear model
VLTAz predicted change
+ L(z) predicted new loss

— the loss L NUMERICAL CHECK
— its tangent plane Az = (0.1,0.1): predicted —0.9, actual —0.855.

® the expansion point
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DERIVATION

Derivatives as Local Linear Models
Directional Derivatives and Steepest Ascent

parameter space RZ2 d
slope along v _D,UL = —L(QIZ + t'U)
+|UL| = V5 dt t=0
T
vL /vy = VL' v =|VL||2cos ¢

v |olz =1
¢ angle from v to VL
VL #0 largestatv = VL/||VL||

ooy 180° 2Jo°

angle ¢
WORKED EXAMPLE
- New loss: 3 (z} + 223) at (2,3), VL = (2,1), D,L =
vt v/5 cos 60° ~ 1.118.

a different loss: (x12 + 2x22) / 2
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L = Lz(Xl + 2X2 - 3)?2

Derivatives as Local Linear Models
Which Direction Is Locally Flat?

parameter space R2 X2
Back at = (0, 0). Which unit direction has D,L = 0?
(») (1,2)/v5
(2,-1)/v/5
(©) (-1,-2)/V5
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SYNTHESIS

Derivatives as Local Linear Models
Gradient, Jacobian, and Hessian Have Different Jobs

R - R R - Rm VL : R" - R"
VL J H
o o o ®
o
o o o o ®
® 2 x 3
o 3 x1 o ® o 3 x 3
one number out: a sensitivity per input each output against each input how the gradient itself changes

Jo=(VL)", H=0(VL)/0z

VL n x 1: the shape of = J; m xnfor f:R* — R"
H n x n: the gradient map VL =0 stationary, and not always
differentiated minimal
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DEFINITION

Jacobians and the Chain Rule
Columns of the Jacobian Are Input Effects

f(x1, X2) = (X1 + 2x2, XiX2)

Of;
1
input space R? output space R? dy o Jf diE, (Jf)zj o 8$j
3| X2 —
dx=rE v ( | z,dz input and its increment, in R”
J e =(1, 2 L .
5 dx = ex 4 ' y,dy output and its increment, in R™
x = (1, 2) f Jr m X n, and it changes with z
—P3 J e2 = (2, 1)
1 WORKED EXAMPLE
2 i _ |12 B
<t f(x) = (5, 2) Atw:(172)'f(x)_(572)’°7f_ [2 1]’dy—
1 2 3
5 6 7 ya Jrer = (1,2).
teal arrows: the differential dy = J dx
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Jacobians and the Chain Rule
Which Matrix Has the Right Shape?

f : R? — R?. Which shape must J; have?

(R) 3x2 A B C

2><3
(©) 2x2
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DERIVATION

Jacobians and the Chain Rule
Follow a Perturbation Through Two Maps

f(x1, Xx2) = (X1 + 2x2, XiXz2) gly1, y2) = (y1 + y2, 2y2)

X € R2 y = f(x) € R2 z = g(y) € R2
dz = (3, 4)
dy = (1, 2)
f 8
—> —>
dx = (1, 0)
o
X:(l, 2) y=(5' 2)

z = (7, 4)

Differentials at the labeled points

ROB-GY 6013 - Lecture 5 - ML Math I

dy = Jydx

dz = J,dy = Jy(Jpdx) = (J,J¢) da

Jr atz = (1,2)

Jy from g = (y1 + y2, 2y0) aty = (5,2)
JoJf dxtodz
dx = ey gives dy = (1,2)
and then dz = (3,4)

wi=lo o [ 1) =[a 3
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DERIVATION

Jacobians and the Chain Rule
Matrix Multiplication Is the Multivariable Chain Rule

0z; Z 0z; Oy
ox; — Oy Ox;
k runs over every intermediate coordinate

shapes J,:p xm, J; : m x n, productp x n

order g after f gives J,J¢, not the reverse

Multiply along a route, add across routes.

ROB-GY 6013 - Lecture 5 - ML Math I

9z1/0X2 = biai + bz2az + bsas
bk = aZI/Byk

dkx = ayk/aXZ

18
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Jacobians and the Chain Rule
Which Order Propagates the Input Change?

f:R? - R3theng: R3 — R, with L = g(f(z)).
Which product is 0L/0z?

f g
® 714,
Jng
(©) J, + J;
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DERIVATION

Jacobians and the Chain Rule
A Scalar Loss Sends Sensitivity Backward

dL = (V,L)"dy

dy an output increment, R™

dx dy = J dx
V,L output sensitivity, R™ l X = P' f =

V.L input sensitivity, R"

= (V,L)"J;dz : put dy = J; dzx in

= (J; VyL) " dz : move J across the pairing b=Vl e— Wk
since (J{V,L)" = (V,L)"J; JT

T . from the pairing, not an inverse
V.L = J;V,L : the coefficient of dz

forward: a perturbation

backward: a sensitivity
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DEFINITION

Jacobians and the Chain Rule
JVP and VJP Answer Different Questions

input space R2 output space R?
Y2
X2 Jv = (1, 3)
X1
>
v = (1, 0)
Y1
JTu = (-2, -2)
input sensitivity u= (1, -1)
JVP: an input direction forward. VJP: an output sensitivity back.

ROB-GY 6013 : Lecture 5 - ML Math I

Jv € R™, uw'J = (JTu)’
Jv JVP: v, an input direction, pushed forward

u'J VJP:u = V,L, an output loss sensitivity, pulled back

both available without ever forming J

WORKED EXAMPLE

J— [?1) i] . Jv = (1,3) for v = (1,0), and JTu —

(—2,—-2) foru = (1, -1).
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Jacobians and the Chain Rule

Transpose or Pseudoinverse?

Jis2 x 3and g = V,L € R% Which product is

v, L?
the same picture, three readings
®) Jg
.—P' '—PO .—P' '—PO .—P' '—PO
TTg
a perturbation a sensitivity a motion we want
<:> LT+g in the input at the output at the output
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IN PRACTICE

Jacobians and the Chain Rule
Why a Scalar Loss Favors Reverse Mode

forward mode
one seed per input

=1 sweeps: n

reverse mode

one seed at the loss
sweeps: 1

after a forward pass

ROB-GY 6013 : Lecture 5 - ML Math I

L =1 = V,L in one reverse sweep

L theseed 0L/OL =1

cost one forward sweep per input direction, one
reverse sweep per output direction

memory reverse mode saves or recomputes the forward
values its local rules need

Both modes are the same chain rule.
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Jacobians and the Chain Rule
Choose a Differentiation Direction

Assign reverse mode or one forward JVP to jobs
A, B and C.

@ A reverse - B forward - C forward A - a scalar loss, B - a million outputs C - the derivative
a million parameters from one scalar input along a supplied v

@ A forward - B reverse - C reverse VI [ ] é

@ A reverse - B reverse - C reverse

judge by the product you need
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METHOD

Matrix Calculus Through Differentials
Find the Coefficient of the Input Change

input space R2

dx loss
L=a"z = dL=a"dz = V,L=a i a’
1
z, dr € R?> the variable and a linear increment g —» 2 -1
X2
a=(2,-1) fixed coefficients /
dL € R the matching change in the loss /,
V.L shaped like 4
2
Match dL = (V. L)"dz for every dz: dz = e; reads off entry j. d means Vil = e €amns D AUErey
differential, not a number to cancel. -1 Saaeer T &
dL = 2 - dx: + (-1) - dx2

25 / 93
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DEFINITION

Matrix Calculus Through Differentials

Matrices Have an Inner Product Too

(A,B)p =) AyB;; = tr(A"B)
)
A, B € R™™ same shape, paired cell by cell
tr sum of the diagonal entries
dL = (VwL,dW)r the matrix version of a'dz, shaped like W

WORKED EXAMPLE
(A,B)r =4—-340+0=1=1tr(ATB).

ROB-GY 6013 - Lecture 5 - ML Math I

A B
1 3 4 -1
2 0 0 5
Aij Bij
4 | -3
0 0

(A, B =4-3+0+0=1

ATB
4 9

12 -3

trace = 4 + (-3) =1

the diagonal carries
the same sum
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Matrix Calculus Through Differentials
Which Matrix Is the Gradient?

L(W) = 2W11 — W12 + 3W21 +0- W22. Which matrix is
Vi L?

[ 2 3] W11 W1
®%3 2

] ] W21 W22
2 —1
_3 0_

four entries, four coefficients

ROB-GY 6013 - Lecture 5 - ML Math I
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DERIVATION

Matrix Calculus Through Differentials

Differentiate a Squared Length

L = 1:ch,

! dL =

z € R* the variable

2[(dz)'z + z"dz] = z"dz

(dz)Tz = z"dz each term is a number

VL =z shaped like x
WORKED EXAMPLE

z=(1,-2):L=25and VL = (1, —2).

Without the 3 the gradient would be 2z.

ROB-GY 6013 - Lecture 5 - ML Math I

input space R?2

e e k)

//KL /3’_“—\\ \%\

\
/ N
/ / L= 0.5 \ \
/ 7 P \ \
! / // N \ \
! / \ \ \
/
I | / \ \ X1
1 . 1 1 »
|l \ \ J | q
\ \ \ 7 / [}
\ \ \ 7/ / )
\ \ S X / !
\ \ 4
\

VL = x

the arrow at a point
is that point itself

L = 5|Ix]|?

contours are circles
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DERIVATION

Matrix Calculus Through Differentials

Differentiate a Quadratic Form

A e RV
(dz)" Az
' Adx
\Y

So V(zTAz) = (A + AT)z; A need not be symmetric, and

d(z' Ax)

(d:c)TAa: + CI}TA dx left factor

[(A+ ANz dx - XTAX

constant 1n = right factor

x as the left factor A sz

z as the right factor <
two routes, added <

ATX

V(3z"Hz) = Hxwhen H = H'.
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V=AX+A'x= (A + A7) x

A AT
1 2 1 0
+
0 3 2 3
A+ AT
2 2
2 6

X enters twice, so the
two routes add
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Matrix Calculus Through Differentials
Where Did the Factor of Two Go?

L =2z} + 123 = 12" Hx with H diagonal. Which L xTHX = % hixa? + % haxe?
H? H
(R) diag(2,1) ha 0
0 h2
diag(4,1)
match the two
<:> diag(1,4) squared terms
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DERIVATION

Matrix Calculus Through Differentials
The Least-Squares Gradient, One Step at a Time

N | =

e =Ax — b, L

A € R¥*2 constant gbp

e € R? prediction minus target

2x1 Ax 3x1 e 3x1 1x1
V.L shaped like = -b 1/2lel2 L }

de = Adx
dL = e'de = e Adzx VxL = ATe Vel = @ aL/aL = 1
<< << <
V.L = AT(Az — b) A 3x2 b e Vil
1 2 1 2 1 x = (1, 1)
WORKED EXAMPLE
0 1 1 0 4 loss: one number
x=(1,1):e=(2,0,—1), V,L = (1,4).
1 0 2 -1

Lecture 3'sr = b — Az is —e,so VoL = —A'r.
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RECALL

Matrix Calculus Through Differentials

Calculus Recovers the Orthogonality Condition

output space R?

VL=0 < A"(Az—-b)=0 < A'r=0

r =b— Az the residual of Lecture 3

b L
ATr =0 r L everycolumn, and r # 0 in general &/
VL =0 a stationary point
P 3 Col(A)
Curvature along any direction vis v’ AT Av = ||Av||? > 0,s0 L
is convex and a stationary point is a global minimum. Unique
unless some v # 0 has Av = 0. VL = 0

At the minimum: zero slope, and r L Col(A) parameter X
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SIHEN
1

Matrix Calculus Through Differentials
Match the Gradient to the Geometry

L(z) = 3[(z — 3)* + (z — 1)?] with scalar z. What is
_[/(0)9 output space R?

(n) —4
(B) +4
(©) o

AX at x = 0
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RECAP

Matrix Calculus Through Differentials
A Small Derivative Toolkit

Each row comes from writing dL as a pairing with the increment.

)
V(aTm):a nx1 5

V2| =2 :
V(z'Az) = (A+ ATz nx1 3

V(3||Az — b||?) = AT(Az —b) nx1 A _A; .
Vi (IWI) = W e : s

a, A, b fixed. Row 3 holds for any A; V(1z"Hz) = Hzneeds H = H'. . . W

ROB-GY 6013 - Lecture 5 - ML Math I
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DEFINITION

Computation Graphs and Reverse Accumulation

Split a Formula into Small Operations

L = (ab+ c)?
u=ab, v=u+c, L =1
a,b,c theinputs, here 2,3, —1
u,v values the graph stores

L one number at the end

u=ab==06
v=u+c=25
L =v2=25

The graph records dependencies, and the backward
pass reuses exactly these stored values.

ROB-GY 6013 - Lecture 5 - ML Math I

loss:

one number
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L= (ab + ¢)?2

Computation Graphs and Reverse Accumulation
Fill the Forward Pass

Which triple is (u, v, L), and at which node do  inputs
the other two break?

(n) (8,5,25)
(6,7,49)
(©) (5,6,36)

one operation at a time

ROB-GY 6013 - Lecture 5 - ML Math I 36 / 93



DEFINITION

L= (ab + ¢)?2

Computation Graphs and Reverse Accumulation

Start Backward with One

oL — —
a=--, L=1, o=2I=10
u
v how much L moves per unit of v
L =1 theseed, not the value L = 25

20 the local derivative of L = v?

z and g, name the same object. Upstream means
nearer the loss along the backward path.

ROB-GY 6013 - Lecture 5 - ML Math I

backward: a sensitivity per edge
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L = (ab + c)?2
RULES

Computation Graphs and Reverse Accumulation
Addition Copies, Multiplication Scales

Z=a+b

z=ab
z b z
(), I,
z2=a+b: a+=2 bit=172 / /

Y
z=ab: a+=bz,b+=az
z already known at this node

+= accumulate, never overwrite

b,a the other input’s stored value

I
—_
&

In the running graph v = 10 gives & = ¢
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L= (ab + ¢)?2

Computation Graphs and Reverse Accumulation
Which Number Returns to a?

v = 10 is already known. Which number
returns to a?

(») 10
() 20
(©) 30
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DERIVATION

Computation Graphs and Reverse Accumulation
Shared Variables Receive Contributions from Every Path

d_L_(?Ldu+8Ldv B
dr Oudr Ovdr

u =2z, v =z* two paths out of one z

2+ 2x

L =u+v where they meet

Z one accumulator: start at 0 and add

WORKED EXAMPLE

At x = 3: 2 from v and 6 from v add to 8 in the accumulator.

ROB-GY 6013 - Lecture 5 - ML Math I
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VOTE - PAIRS

Computation Graphs and Reverse Accumulation
Find the Missing Path

At z = 3 a program reports dL/dz = 6. What is wrong?

@ the result is correct

the path through v is missing

@ the path through v is missing

[ reported: 6 J one number came back
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WORKED EXAMPLE

Computation Graphs and Reverse Accumulation
The Same Operand Can Enter Twice

z=xz-xz, L=2: T=xzZ+xrxz=2
X
z =1 the seed +3
zz what each edge sends back X=3
z the sum over edges +3 -
X z =1
WORKED EXAMPLE
Atz =3:2=3+3 =6. X=3+3=6

. . .. one node, two edges
One shared node is not two copies. This is the product rule, and °

where the factor 2 on a squared length came from.

two copies would be
two variables

ROB-GY 6013 - Lecture 5 - ML Math I
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METHOD

Computation Graphs and Reverse Accumulation

Reverse Order Makes the Local Rules Work

€I, — Z (Bwj/c‘?s)Ta‘cj

$:X;—T;
s: z; — x; one edge per argument slot
dz;/0s vary slot s, hold the rest
T

already finished

j
1. Store the forward values.
2. Seed L = 1.

3. Visit in reverse topological order.

4. Add one term per slot: x - x gives xZ + xZ.
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forward order

h is ready only when u and v are done

reverse order
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Computation Graphs and Reverse Accumulation
Backpropagation or Optimization?

Which of these is backpropagation itself?

compute the gradient change the parameters

@ compute VgL from the stored values from the stored forward values the parameters themselves
change 6 with an update rule | :
3 | ’
@ both together < | o i
VoL : 0 !

- e o mm e o Em o e e o e e =
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DEFINITION

Backpropagation Through Neural Networks

A Linear Layer Has Three Differentiable Inputs

input space R" output space R

L z = Wax + b, g, = V,L

z thelayer’s input,n x 1

W, b parameters, m x nandm x 1

g. sensitivity arriving from above, m x 1

Three arrows enter, so three gradients leave. With a
bias the map is affine; “linear layer” is the usual

name.

z_1=%_3j W_1ij x_j + b_1

ROB-GY 6013 - Lecture 5 - ML Math I 45 / 93



DERIVATION

Backpropagation Through Neural Networks
Derive the Three Affine Backward Rules

dz = (dW)x +Wdz +db, dL =g dz

- . ) TxL=W g2 VWL=gzxT dz thelinear part of a change in 2
. J gl x1| =~ |g1 xn gldz all of dL when z, W,breach L only via z
. N ) , , shape (m x1)(1 xn)=mxn
(dW) x —p VWL =g zxT : R :
- 7 gm x1 gm Xxn de = VxL = Wng
db —» VbL=g9g2 (mx1)(1 xn) =m x n (dW):U = VWL:gsz

db = V,L =g,
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Backpropagation Through Neural Networks
Which Product Has the Weight’s Shape?

z has 3 entries and z has 2, so W is 2 x 3. Which

product has W’s shape? x (3 x1)g_z (2x1) W (2 x 3)
<:> wgz x1 gl
X2 g2

g.x'
(©) gl

x3
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DEFINITION

Backpropagation Through Neural Networks

Rel.U Passes Some Local Sensitivities

a; = maX(07 zi)a 9: =94 © 1z>0

g_2z g_a
1 :
- 4 ® entrywise product

a slope .2 <0 0a/0z diag(1l,-¢), m X m, where z; # 0
@ z; = 0 no ordinary derivative; 0 is our backward
dropped I «
rule
V4
slope @ | z3 >0 ReLU clamps the value. Backward, each entry is
< 4 multiplied by 0 or 1 — the diagonal Jacobian,
kink at z = @ g_z =g_a o 1[z > 0] applied entrywise.
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Backpropagation Through Neural Networks

Which Gradient Entries Survive?

A ReLU layer had z = (—2, 3) on the forward pass,
and g, = (4, —5) arrives. Which is g, ?

- z_1 = -2 o
500 e
(4,0)

z 2 =13
(©) (0,5)

ROB-GY 6013 - Lecture 5 - ML Math I
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WORKED SETUP

Backpropagation Through Neural Networks

One Network We Can Calculate Completely

______________

______________

S 9 ______ Vo ? Vo ? ;
"""""""""""" values: still empty
W1, b:1 trainable x = (1, 2) Wo=[1 1;1 -1] b: = (0, 0)
W2, b2 trainable W =[2 -11 b =0 yx = 1
I *\2
=30 —v")

21 = Wix + b1, a1 = ReLU(zl), y = Wsay + by, L

z oneinput,2 x 1; W;is2 x 2and Wy is 1 x 2
y* the fixed target; it is never differentiated

ROB-GY 6013 - Lecture 5 - ML Math I
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1
2

WORKED FORWARD wk=[1]

Backpropagation Through Neural Networks

Forward Values Become Backward Ingredients

Ll = }—l
( (1,2) ) ( (3, -1 J ( (3,0) J ( 6

stored for the backward pass

x = (1, 2) z1 = (3, -1) ar = (3, 0)
y =W, ReLU(Wlw + bl) + by WORKED EXAMPLE
e —j—y* prediction minus target z1 = (142, 1-2), and the second unit is clamped, so a,
cache z,z,ay are kept; Wy, Wy stay in the layers keeps 3 and drops the negative entry. Theng =2-3 — 1. 0.
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1
2

y*=[1]

Backpropagation Through Neural Networks
Start at the Loss

Three numbers sit at the end of the forward pass.
Which one is g; = 0L/0y?

(a) 6
‘ 5 (32,11@) {
(c) 12,5
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1

2 wk:[l]

WORKED BACKWARD

Backpropagation Through Neural Networks
Backpropagate Through the Output Layer

- [ ¢ = Wa a1 +bs ] > Vi, L = gsal, Vo, L = gy, G, = Wi g

Vw,L 1 x 2,the shape of W,

+— < : :
g_a: = (10, -5) 9.9 =5 ga, 2 X 1, one entry per hidden unit

a; from the forward cache

The second weight’s gradient is zero because

[15,0] 5 .
( VW, L (1 x2) V b, L (scalar) a1,2 = 0, not because g, » is.
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Backpropagation Through Neural Networks
Backward Through the Hidden Gate

The forward pass left z; = (3,—1), and g,, =
(10, —5) now arrives. Which is g, ?

(a) (10,-5)
(10, 0)

<:> (O,——5) g_a1 backward

Z1 forward

gate 1[z: > 0]
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1
2

y*=[1]

unit 1 unit 2
3 -1
10 -5
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1

2 y* =[1]

WORKED BACKWARD

Backpropagation Through Neural Networks
Finish the First Layer

VwL=g,z', V,L=Wg.,

gazT (2x1)(1x2)=2x2
Vi L = g,,o0ne entry per unit
(g_z1)2 =0 0 - 1=20 0 -2=20 V.L 2 x 1,how L responds to a change in x

(g_z1)1 =10|10 - 1 =10 |10 - 2 = 20

Vb L =gz = (10, 0) No parameter has moved: changing them is a separate

VxL=WTgz = (10, 10) job.
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1

2 y*=[1]

Backpropagation Through Neural Networks

Diagnose a Zero Gradient

Why is the second row of Vyy, L zero here?

@ that row of W is zero

x = (1, 2)
V Wi L
212 < 0, so the path is blocked
10 20
@ a two-layer network always 0 0
has one
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CONVENTION

Batched Gradients and Broadcasting

Put Samples in Rows

one sample: z =W x + b transpose B rows: Z=XW"' + 1B DbT

zT = xT W' + bT
X X (Bxn) W' (nxm 1B©bT Z (B x m)

every row carries the same b

Z=XW' -+ leT X B x n: one sample per row
One sample gives z = Wz + b. Transposing turns Wz into W m x n, exactly as for one sample
z"WT, so arow of X goes through W'. In code b holds shape b acolumn,m x 1

(m, ) and broadcasts.
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DERIVATION

Batched Gradients and Broadcasting
Matrix Multiplication Backward

= X . U - Y
Y [ B x n ] [ n xm ] [ B xm ] dLZtI‘(GT[dXU—l—XdU])
L
n must match Y =XU (B xmn)(nxm)
VXL = ! G A . : gr A - : B xn h G VyL,B xm
- _ Bxm J | mxn ) |= shape(X)) tr(14T13) <f1,l3>p
VUL = [ x ).[ ¢ N_,( nxm | VxL = GU': the dX coefficient.
- L nxB J | Bxm J (= shape(U) )

VyL = X'G; entrywise L/0Uy; = 3. Xi1.Gij.

[ U=Wr - VXL=GW VWL =6TX ] WithU = WT: VxL = GW and Vi L = G X.
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Batched Gradients and Broadcasting
Choose the Batch Weight Gradient

B=4n=3m=2andZ =XWT,withG =V L.
Which is Vy, L?

OPp.oe:
GTX
(© axT
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DERIVATION

Batched Gradients and Broadcasting

Broadcasting Forward Means Summing Backward

forward: b is added to every row

row 1 of Z
[ b row 2 of Z
mx 1
one shared parameter
row 3 of Z
VbL = G1: + G2: + G3:
backward: one contribution per row
Zij = Zk Xz‘ijk -+ bj = VL = GTlB b, one number, shared by all B rows

A variable used in many places collects one contribution from
each.
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1z the all-ones column, B x 1
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Batched Gradients and Broadcasting
Which Axis Must Be Summed?

1 2
G= 13 4| with B=3and m = 2. Whichis V,L?
1 5 feature 1 feature 2
sample 1 1 2
(n) (3,7,4)
sample 2 3 4
. sample 3 -1 5
(©) (3,11)
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DEFINITION

Batched Gradients and Broadcasting

Define the Loss Reduction Before Differentiating

E_g vy sum: ¢ =1 per sample: ¢ =B per element: ¢ = Bm
_ L=7 L = 3.5 L = 1.75
1 -2
1 -2 0.5 -1 0.25 -0.5
3 0
3 0 1.5 0 0.75 0
same errors G=E/ 1 G=E/ 2 G=E/ 4

three different gradients

E Z — Y, theerrorgrid, B x m

1
_ § : 2 _ _
]
“MSE” alone is ambiguous: at the same denominator, a
framework MSE without the one-half has twice this gradient.

c 1, B or Bm — every exercise states which

G already carries that scale
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WORKED EXAMPLE

Batched Gradients and Broadcasting
Per-Sample Contributions Add into a Matrix Gradient

per-sample outer products

gl x17 = 0.5 0
+

g2 x27 = 0 2

VWL = 0.5 2

B
VwL=G"X = Zgi:c
i=1

z] rowiof X

7

g; row i of G, transposed: m x 1, 1/B inside

sum over samples; do not divide a second time
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T

?

Z=XW

= (1, 2)T7

L = ||IZ - Y||>_F / (2B) = 1.25

G=(z-Y)/B=(0.5 1)T

V_bL

VXL

G" 1_.B = 1.5

GW=1[0.5 0.5; 1 1]

the 1/B is inside G already

WORKED EXAMPLE

0 2
Y|%:then Z = (1,2)" and L = 1.25.

_X:F ﬂJV:mHJ:QY:QB:ZL:iﬂZ—
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Batched Gradients and Broadcasting
Find the Double-Averaging Bug

G is already (Z — Y')/B for the same batch. The next

line writes dWw = G.T @ X / B. That result is:
G =(Z2-Y) /B

t
@ correc dW

too small by a factor B

=G6G.T@X /B

@ too large by a factor B
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METHOD

Checking Derivatives
Compare a Gradient with a Measured Change

L — chord 0.490
loss
— tangent 0.480

L(6 + €e;) — L(0 — €e;)
2¢

€ = 0.25, drawn large

two evaluations of L,
one quotient

e; only 6; moves

e afinite step: two more evaluations

0;L the entry the backward pass returns L(6) = 63/6 - 8/2 + 1

A finite difference measures. Reverse mode applies
the chain rule to the operations as written.

|

|

|

0i |

| |

| |

| |
:< 1 »:

—-€ +€
parameter space: one coordinate

0:
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e - ’1 1
Checking Derivatives
Check One Weight Numerically
: : . L, —L_
Move Wi[1,2] by e = 0.01, nothing else. Given L, = 12.7008 and L_ = 12.3008, what is +2—?
£
® 10 20
(€) 40
perturbed entry Z1 a1 y e L
W:l1,2] = 1.01 E \E—bil \E—bi' \E—bi' ‘E—br 12.7008 |
N e e e e - ’ N e e e e e — - ’ 1 ’ N e e m e e ’ \ J
Wil1,2] = 0.99 .—>- .—>- .—>- -—>( 12.3008 |
N e e e e ————- ’ N e e e e - - ’ N e e et e e e ’ | ’ g J

Wi1[1,2] is row 1, column 2; in code W1[0,1]
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METHOD

Checking Derivatives
Check a Direction Without Building a Jacobian

¢(e) — ¢(—¢)

¢'(0) = EJ: 8;Lv; = VL(0) v ~ >

#(s) L(6 + sv); ¢(0) = L(6)
v; therateofd;ins

cost two evaluations, any n

A coordinate sweep costs two evaluations per coordinate.
One direction that agrees is evidence, not proof.
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parameter space

vl =
0 — v

¢(s) = L(O + sv)

chord over 2¢

1 here, so ¢'(0Q) is a projection

and 6 + €v,

vl =1

no Jacobian is formed
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Checking Derivatives
Is a Smaller Epsilon Always Better?

truncation cancellation
. hord sl = le-10
Does a smaller ¢ always give a better check? © cHore = ope £ e
0.30 0.586667 0.75733333338133324
<:> yes, without limit 0.20  0.486667 0.75733333328533337

0.05 0.480417
9 leading digits agree;
the difference keeps the rest

no — truncation and cancellation pull opposite ways
exact 0.480000

_ L. - L- = 9.600e-11
@ ¢ does not matter the gap falls like €2
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WARNING

Checking Derivatives
Nondifferentiability Needs a Different Check

max(0,¢) — max(0,—¢) 1
2¢

centred quotient 3 foreverye > 0

z =0 no ordinary derivative; our backward gives
0

WORKED EXAMPLE
e = 0.01: (0.01 — 0)/0.02 = 1, while the backward pass
returns 0.

A mismatch at the corner is not evidence of a broken
smooth derivative.
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across the corner inside one branch

lope 1

tangent 1

slopi‘g,//’//’

7
backward: QY z

chord 0.500 chord 1.000

at z = 0 the quotient is defined; the derivative is not

test the zero convention on its own
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Checking Derivatives
What Counts as a Gradient Check?

Which test shows a manual backward returns the right
numbers?

@ the gradient is not None

values against AD and an independent finite difference

@ the shape only

Inspected 2026-09-30: TorchCode torch_judge/tasks/linear.py blob 82feob4d:

one task at one version, not every TorchCode test.
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what the function returned

2 x 3, finite, not None
another one returned a different 2 x 3 grid
1 not None

2 the right shape
3 the right values

three different questions
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IN PRACTICE

From Formulas to Small Tensor Programs
Read the Exercise as a Mathematical Contract

_ T T _
Z =XW +1 Bb ] G = VZL [ predict the shape ]—»[ derive the formula ]

X,W,b Bxn,mxn,mx1

G B x m: the reduction is already in it
CONTRACT

affine_backward(X, W, G) compare implement it
values and gradients basic tensor ops

— dX B xn,dWm x n,dbm

one loop per exercise
given returned

Exercise shape after TorchCode, github.com/duoan/TorchCode; the

fixtures and the checker are ours.

X Bxn W mxn G Bxm dX Bxn dW mxn db m
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IN PRACTICE

From Formulas to Small Tensor Programs

Translate the Affine Backward Rules

VxL =GW,

GW (B x m)(m X n): mis summed away
G'X
G'1p

VwL =G'X,

(m x B)(B x n): B is summed away

adds the B rows: m x 1 in maths

V,L =G 1p

A manual backward uses basic tensor operations; it never calls . backward (). AD is the

checker's job.

dX =G @ W
(Bxm) @ (mxn) - (Bxn)

m n n
B @nm =

the m axis is summed away

ROB-GY 6013 - Lecture 5

- ML Math I

dW = G.T @ X
(mxB) @ (Bxn) - (mxn)

B n

m @B =

the B axis is summed away

db = G.sum(dim=0)
(Bxm) - (m)

m

vy

[T]
the B rows add

maths mx1 column, code shape (m,)
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From Formulas to Small Tensor Programs
Find the Wrong Transpose

Xis4x3,Wis2 x 3,Gis 4 x 2. Which line gives dX?

(M) Gcew
(B) 6 @ W.T
(Owee

the three tensors, by shape

X 4x3 W 2x3 G 4x2
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IN PRACTICE

From Formulas to Small Tensor Programs

Translate ReLLU Backward

9: =94 © 1z>0

® entrywise product
1,-o the ReLU slope; Boolean, read as 1 and 0

z the cached forward value; at z; = 0 we use 0

g_Z = g_a * (z > 0) — the mask needs the
cached forward z.

A test that only checks nonnegative forward outputs says
nothing about the backward pass.
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(z >0)

g_Zz

forward

mask

upstream

product

= i=2 i=3 =4
(" ) 4 ) (~ ™)
2 -1 0 4
\ J . J \ J
4 N\ ( N\ 4 )
1 0] (0] 1
\ J . J . J
( D 4 D ( )
-3 5 7 2
\ J \ J \ J
4 N\ ( N\ 4 N\
-3 0] 0 2
\ J . J . J

the third unit has z = 0: the mask takes @ by convention
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From Formulas to Small Tensor Programs
Which Mask Computes the Correct Derivative?

z =(—2,3) and g, = (4, —5). Which line gives g,? a mask could be read from either row

@ ( ) values mask
g_a *x (g_a >20 ————— PR
forward z [ -9 ) ( 3 }_y: X :

g_a*(z>@) Veeeen N

--------------

@ relu(g_a) upstream g_a [ 4 )[ -5 ]—VE :E

------------
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IN PRACTICE

From Formulas to Small Tensor Programs
Three Checks of the Same Small Network

ENTRY BY HAND PROGRAM AUTOGRAD CENTRED DIFFERENCE
Wi[1,2] 20 20 20 20.000

W2[1,1] 15 15 15 15.000

b2 5 5 5 5.000

Four columns, three checks of the hand column. € = 1e-4 - autograd @ (tol 1e-9)
+ fd < 2.406e-12 (tol 2e-5)

Scaled error |a — b|/ max(1, |al, |b|): absolute near zero, not relative. No torch:

autograd rows read skip, not pass.

Measured by python3 build/exercises/m5/check.py —-verbose —-require-autograd at @b3feee, float64: 85
comparisons executed, o failed, o skipped. Transcript in build/exercises/m5/EVIDENCE.md.

ROB-GY 6013 - Lecture 5 - ML Math I

1 -1

o]t 4

x=(1,2)

71 = W1ix + b1

7

\\

L= Yo(§ - 1)2

N\

J/

W1l1,2]

W2[1,1]
b2

the entries the table checks
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APPLICATION

Reading and Debugging Derivatives

A Robot Error Uses the Same Chain Rule

dL =e'dp=e'Jdq = V,L = Je
g the differentiated variable, p = f(q) the tip
e=p—p* L= %HGH2, sodL = e'de
J m x n: the local map dq — dp

V,L n x 1, shaped like g; a loss gradient, not a joint
velocity
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joint space R?2

joint sensitivity oL/aq

task space R2 displacements x0.46

p*x target
J dqg

p tip

dL = e™ (J dq)

given
1 2 1

J = =

0 1 -1
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Reading and Debugging Derivatives
Which Joint Has the Larger Signed Derivative?

task space R? oL/aq
J = {(1) ﬂ, e =(1,—1). Whatis V,L = JTe?
™ (1,1)
e E i Rl et Sl
(-1,-1) \ T R
= y R 1————; ——————— booes
© @3 PP
gt o !
aL/aqa CIWELE
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COMPARISON

Reading and Debugging Derivatives

Input Gradients and Parameter Gradients Are Different Questions

oL _ oL _ oL _
oz " aw Y ap

z=wz+b L=1(z—y*)?ande=2z—y

€

*

z,w,b one varies, the other two are held fixed

all three are scalars: a shape check cannot tell them apart

vary X . hold w and b fixed
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Reading and Debugging Derivatives
Same Forward Value, Different Derivative

X = 2 w=3 b=1 z =17 yx = 4 e =3
r=2,w=3,b=1,y*=4,s0z="Tand e = 3.

What is (8L/833, 8L/3w)? L vs X (w, b fixed) L vs w (x, b fixed)

(A (6,9)
(9,6) |
© 3,3) ‘;
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WARNING

Reading and Debugging Derivatives

Passing a Shape Check Is Not Enough

Z=XWT, VwL=G'X

X B x n sample rows
G =VzL B x mupstream

VwL m x n; X'G is n x m, equal here only
because n = m = 2

WORKED EXAMPLE

Entry (1, 2) sums over the two samples: 1 -
2 + 3 -1 = 5. The transposed product puts 0
there.
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1 2 C 1 0 Z=XWT, G=VZL
0 1 3 5 Wis 2 x 2
n=m= 2 on purpose
WL = G" X the bug: X' G
1 5 1 0
same shape here,
0 2 5 2 two entries
disagree
entry (1, 2) = a sum over the two samples
col 1 of G col 2 of X
1 2 1-2+ 3-1 =5
3 1
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Reading and Debugging Derivatives
Which Test Detects the Hidden Bug?

: , - .
Both candidates are 2 x 2. Which test separates ¢ ¢
them? 1 5 1 ) the two rings are
the same entry Wi:
0 2 5 2

@ assert the shape is 2 x 2

declared loss L(W) = ( G, X WT )
G=VZL, Z=XW |AL
check that every value is finite ~
measured slope = ?
: e ?
compare an entrywise derivative with the .

declared loss
A Wiz

ROB-GY 6013 - Lecture 5 - ML Math I 82 / 93



SETUP

Putting the Derivatives Together

A Complete Regression Graph

U; = wx; + b, e = Ui — Ui
1 B
LZ@ZM@?

B =2 the declared reduction is a mean over samples
z;,y; fixed data, not differentiated
w,b shared by both branches: paths will add
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sample 1

fixed data

one scalar

83 / 93



data [x (1,2) y (2,2) wl bo]
WORKED FORWARD

Putting the Derivatives Together

Forward Values and Local Derivatives

8L/8ez = ez/B
§=(1,2) errorse=(—-1,0)atw =1,b=0

0.5 and 0; the mean L = 0.25

e;/B combined sensitivity

S
N
|
Lo
[

edges one factor each, combined nowhere yet

ROB-GY 6013 : Lecture 5 - ML Math I 84 / 93



data [x (1,2) y (2,2) wl bo]

Putting the Derivatives Together

Accumulate the Parameter Gradients

With g = (1,2),e = (—1,0) and B = 2: what is
(0L/0w, OL/0b)?

sample 1 sample 2
(_0'51_0-5) Tt TTTTTmTTTTTT TTTTTETs T s s e m ""-a[/-a-w----
(©) (0.5,0.5) : ) ! ; . ) E
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data [x (1,2) y (2,2) wl bo]
SYNTHESIS

Putting the Derivatives Together

Write the Same Calculation as Matrix Calculus

two scalar branches

= 1w+ 1-b

<>
=

A ) y
y2 = 2w + 1b 1 1 1 2 -1
2 _ 14T - =
— 2BHA9 yll°, VoL = 5A" (A8 —y) 2 1 0 2 0
A B x2,rowiis (z;,1) (w, b)
6 = (w,b)" the parameters as one 2 x 1 vector ve L = (1/B) AT (A8 - vy)

A9 —y = (—1,0): the same errors as the graph AT
1 2 -1 -0.5 the graph route
1 1 . 0 /2 = -0.5 same pair

ROB-GY 6013 - Lecture 5 - ML Math I 86 / 93



data [x (1,2) y (2,2) wl bo]

Putting the Derivatives Together
What If We Duplicate Every Sample?

Duplicate both samples, so B = 4, with the same B=2 B=4 - each row twice
mean loss and the same w, b. The gradient... R 11
2 1 —» 2 1
@ doubles 111
2 1
stays (—0.5, —0.5)
@ halves )
oL/ow = = ?
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data [x (1,2) y (2,2) wl bo]
CHECK

Putting the Derivatives Together
Verify the Capstone Independently

L(w) = 1 [(w —2)% 4+ (2w — 2)2]

T Z ( N
/ 1 graph
L(].):_§ L > eixi / B = -0.5 )
b=0 held fixed, so this is a 1-D slice [ . A
matrix
e = 0.01 the probe step, so the probes sit 0.02 apart; a | [AT(AB - y)/Bl: = -0.5
quotient is evidence - N
probe
WORKED EXAMPLE -0.01 / 0.02 = -0.5 |
Probes 0.245125 and 0.255125 differ by —0.01; over — w all three agree
0.02 that is —0.5. 0.255125 $45125
¢ ¢

w-g 0.99 magnified w+e 1.01
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Putting the Derivatives Together
Exit Vote: What Actually Travels Backward?

What actually travels backward?

@ the prediction error, copied through every
layer

downstream sensitivity x local derivatives,
summed over paths

llliilll
shared

branch
@ inverse matrices that undo the forward pass

llliiilll
relu off
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RECAP

Putting the Derivatives Together
Four Rules to Take Away

[ e ) G

@ dy = J dx — a derivative is a local linear map

4—

gradients <

backward
@ VwL = g,z" — one affine use: an outer [ v.L=JvyL ]
product, shaped like W
V. WL=v_zLxT - oneuse ]
@ a shared variable, or a batch, sums its paths
| Next: new data, your choice of method. sample 1 sample 2
[ shared: add the paths ]
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VOTE - PAIRS

Putting the Derivatives Together
New Data, Same Method?

1
J; = i b, L=_— Ai—iQ, B =2
U = wx; + ZBZi:(y Vi)

(i, Yi) (_L 1)7 (27 1): input, target
(w,b) (1,0): shared parameters
Find L and both gradients. Choose a method,;

check one slope.
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